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1

Course Description

Quantum mechanics, along with rocket science and brain surgery, has been
canonized as the exclusive domain of nerdy math-abled people who spend their
free time solving integrals under a dim desklamp.
While there is a tinge of truth to this, the questions posed by quantum
mechanics has philosophical relevance to anyone, regardless of background. By
posing straightforward questions about seemingly simple systems, we can paradoxically understand the well-stated adage by Richard Feynman: “If you think
you understand quantum mechanics then you don’t understand quantum mechanics.”
This course requires no mathematical knowledge and only requires a mild
dose of curiosity. Very limited mathematical notation may be utilized, but no
prior knowledge is required.

2

Double-Slit Experiment

We can consider the very famous double-slit experiment, which, to the lay observer, appears to be some random uninteresting experiment that physicists
obsess over. However, at second glance, the double-slit experiment yields very
paradoxical results that provided some of the very strong motivation required
to demand an upheaval of classical mechanics.
The statement of the experiment is simple. We just take some uniform light
source and shine it on a wall with two thin slits cut into it. We then look at
where the light lands on a far screen behind the wall.

Figure 1: Setup of the double-slit experiment. A source of light/electrons is
placed behind a slide with two narrow slits. A screen is placed behind it which
measures the intensity of incoming light/electrons. (credit: Wikipedia)
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2.1

Classical Expectation

First, let’s describe what we would expect if we were dealing with the kinds of
objects we’re used to in everyday life. Specifically, let’s imagine shooting bullets
through the slits with some spread in velocity (you should have some intuition
about how these should behave, even though hopefully this isn’t part of your
daily life).
Let’s first consider the case when the two slits are really far apart. Though
the bullets will have some vertical spread in velocities, you will still expect to
see the bullets hit the screen around two distinct spots. This seems pretty clear.
It should also be similarly clear that, if you put the holes very close to each
other, the vertical spread in velocities will cause these peaks to look so close
together that you cannot tell them apart. In this case, you would see the bullets
land with some distribution on the screen peaked at the center.
Bear this in mind as we try to answer these same questions for something
that is a bit less tangible: light.

Figure 2: The classical expectation for the double-slit experiment, if done with
bullets. (credit: Feynman lectures)

2.2

Light as a Wave

We now consider the case where, instead of firing bullets into a pair of slits, we
now shine light (the physics department is more likely to fund an experiment
like this).
A curious thing happens when you shine light through the two slits. When
the slits are really far away from each other, you still get the double-peaked
distribution that you did with bullets. However, if the slits are really close
together, you instead see a bunch of peaks that get farther and farther apart
the closer you make the slits.

3

Figure 3: The double-slit experiment done with slits (a) very far apart and (b)
very close together. Original figure modified for use in these lecture notes.
That all seems really weird until you realize that there is actually something
else in our macroscopic universe that behaves like this, that anyone who has
spent any time in a swimming pool would understand. If you were to build a
wall in a swimming pool with two slits on the surface and sent a wave through,
you would get a pattern exactly like this. The ripples in the water have a crest
and a trough. If two water waves hit each other, sometimes the crests will line
up well, and we get an even bigger wave. However, sometimes a crest will line
up with a trough and they both cancel each other out perfectly. In the case of
the water waves, whether or not they add or they subtract when they reach the
screen depends on how far each of them has travelled from their respective slits.
We thus get a pattern like this:
If you think about it, this jives with what you’ve been taught in school, where
we learn two seemingly conflicting facts, that light is a particle (the photon),
and that light is a wave. There is truth to both of these statements, but you
can see why the ancients truly believed that light was a wave and not a particle.

2.3

Light as a Particle

So if we’ve really concluded that light behaves as a wave, we’re done right? All
of physics has been solved, all Nobels made redundant, and everyone can go
home.
Many scientists, astrophysicists among them, make extensive use of devices
called charge-coupled devices (CCDs), which are able to count the number
of photons (light particles) which hit each pixel of the detector. Clearly, that
means that we can count particles of light, which makes it sound an awful lot like
they are particles and not waves. For example, you could go to any swimming
pool and ask a small child to count the number of waves in the pool, and they
would look at you like you were crazy (and they’d be right).
4

Figure 4: Interference pattern from two sources of water waves in a pool.
However, Einstein famously won his 1921 Nobel Prize for his explanation
of the photoelectric effect. When you shine light at a metal, oftentimes the
light will dislodge electrons from the surface whose speeds you can measure. You
would think that, the brighter the light is, the more likely it is that electrons will
be dislodged, because the light would ’hit’ the electrons harder. However, if you
take redder light, no matter how intense you make the light, no photons will be
dislodged at all! However, even the faintest of bluer lights will cause electrons
to fly off of the metal. Moreover, the bluer you make the light, the faster the
electrons fly off of the metal. That seems pretty crazy—the brightness of the
light tells you how energetic it is, so why wouldn’t putting more light into the
metal cause the electrons to fly off faster (or at all)?
However, the photoelectric effect makes complete sense if you think about
light as particles. If you say that light is composed of photons, and each time a
photon hits the metal it knocks off the electron. Now we don’t care about the
overall intensity of the light, we only care about the energy of each individual
photon. If it’s the case (and it is!) that individual blue photons ’hit harder’
than red photons, then each blue photon would have enough energy to knock
of an electron, whereas none of the red photons will be able to do so.
But now we’re confused, because one experiment is telling us that light is
a wave, and another is telling us that light is a particle. It seems obvious that
particles shouldn’t be able to cancel each other out like waves can, but it also
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seems obvious that you shouldn’t be able to count waves in the same way that
you can with particles. What gives?

2.4

Turning Down the Light

It turns out that you can actually produce light sources which are so dim that
they release one photon at a time. What if we took this light source and tried
to do the double-slit experiment with it.
Specifically, we could send in a single photon, measure where it hits the
screen, send in another photon, measure where that one hits the screen, and so
on. Clearly, each photon shouldn’t be able to interfere with any other photon,
so our photons should behave exactly like our bullets from before.
When you actually do this experiment, you see that, indeed, each individual
photon hits one single point on the screen that you can measure. Clearly you
can’t see a pattern out of an individual point. However, if you repeat this
experiment hundreds or thousands of times and mark on the screen where each
photon hits, you will find that the measurements will end up tracing the wave
pattern that we saw before.

Figure 5: Photons from a weak light that land on a screen over time. The
pattern emerges from individual photons landing on the screen, even though
the photons are hitting the screen one at a time (and so cannot interfere with
one another). Credit: Swiss Physical Society.
Who ordered that? It feels an awful lot like each photon goes through both
slits at the same time, interferes with itself, and then makes a decision about
where to land based off of this. That’s really weird! After all, you can’t go
through two doors at the same time and then shake hands with yourself, but it
seems like photons really can!

2.5

Measuring the Path of a Photon

If it’s really true that photons pass through both slits at the same time and
then interfere with themselves, we should be able to put detectors at both slits
to check which slit the photon goes through. So what happens? Do you end up
finding that both detectors go off each time a photon goes through?
Actually, no. Things behave as expected if you have particles. You will only
ever measure that any given photon will go through one slit and not the other.
You will never find that any of the photons will set off both detectors.
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However, something even more bizarre happens: when you turn on the detectors to measure which of the slits the photons pass through, the pattern on
the screen turns from the wave pattern to the particle pattern. It’s as if, simply
by measuring which path the photon took, all the photons decided to act identically to bullets being shot through two slits. Moreover, the moment you turn
off the detectors, the pattern reverts to the pattern for waves.
Now for the super trippy part. If we again consider the experiment where
we sent individual photons into our double slit. Except that immediately after
they pass through the double slit we close one of the slits, what do you expect
will happen? The pattern produced goes back to that of a bullet, even though
the change was made after the photon passed through the slit. Somehow, the
photon appears to instantly ’know’ that we changed the slit even after it has
passed it. This has deep implications. Theoretically, if we were to do a double
slit experiment with a screen many light years away, we could cover up one of
the slits back on earth and change the pattern aliens see in a distant galaxy
instantly.

2.6

The Double-Slit Experiment with Particles

We could shrug all of this stuff off as a quirk of light. Maybe light is just weird,
and everything else in the universe actually makes a lick of sense. But, alas,
this was not meant to be. It turns out that, when you get to the bottom of it,
everything is as weird as light.
In 1927, Clinton Davisson, Lester Germer, and George Thomson showed
that, when you send electrons one-by-one through two slits, they produce exactly the same wavy pattern as light does. We’re pretty sure that electrons
are particles, but somehow they still do this weird stuff. You can repeat the
business about measuring which slit the electron goes through, and it will do
exactly the same stuff.
However, it doesn’t stop there. People have done the double-slit experiment
with full atoms. This is pretty crazy stuff, since we know that atoms are made
up of electrons and protons, which are themselves made up of quarks. Somehow,
even though atoms are composite particles, they still act in this wacky way.
In fact, they have even done it for whole molecules, and not little molecules
either. Buckyballs are spheres composed of sixty carbon atoms all bonded together, and we’ve even done it with those. In fact, in 2013, Eibenberger et
al. even performed the double-slit experiment for molecules heavier than ten
thousand protons. Clearly, light is no exception.
In fact, in principle, everything in the universe can behave like a wave with
some wavelength. That wavelength is called the de Broglie wavelength (λ),
and is given by the following:
h
(1)
λ=
mv
where h = 6.626 × 10−34 m2 kg/s is Planck’s constant, m is the mass of the
object, and v is its velocity. Every single object in the universe has a de Broglie

7

Figure 6: Interference pattern from passing Buckyballs through a double slit
[NAZ03]
wavelength, even you! In principle, we could even scatter you off of a doubleslit. However, you should notice that, as the object is more massive, the de
Broglie wavelength much smaller (and h is a really small number to begin with).
Therefore, your wavelength is very, very small would have to place the slits
really, really close together. For concreteness, if Arani was running at 10 mph,
he would have a de Broglie wavelength of ∼ 10−34 inches. This is about one
billion, billion, billion times smaller than an atom (∼1 octillion), so don’t look
forward to refracting off of double-slits anytime soon1 .

3

Consequences of Quantum Mechanics

3.1

Uncertainty

In quantum mechanics, particles are described by their wavefunctions, which
are related to the probability of finding them somewhere. The wavefunction
for a particle with a definite position is shown in Figure 7. A particle with a
definite momentum (or speed, or energy) is shown in Figure 8.
If we ask where the particle is, in the first picture (which shows a spike),
it’s very obvious. However, in the second picture (which shows a wavy pattern), it’s not at all obvious. In fact, what does it even mean to say that a
wave is somewhere and not somewhere else. It really seems like waves just are
everywhere.
However, we can instead ask the following question: what is the wavelength
of the wavefunction (a question intimately tied to the momentum)? Now, it’s not
at all clear what the wavelength of the spiky thing is, but any educated physicist
off of the street could tell you what the wavelength of the wavy pattern is.
1 Though,

if this fact disappoints you, you may have other problems.
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Figure 7: The wavefunction for a particle with definite position at x = 0. Credit:
Victor Anisimov

Figure 8: The wavefunction for a particle with definite momentum, which just
looks like a wave. Credit: Better Explained.
We can also draw wavefunctions that are something in between, so-called
wavepackets (Figure 9). Now, both questions are considerably more ambiguous. Where is the particle? Probably here, or maybe not. What is its wavelength? Maybe this, but maybe not.
In fact, you don’t have to try for very long to convince yourself that you can’t
draw a wavefunction where you can answer both of these questions perfectly.
Similarly, if is certain where a particle is, it will be not at all certain what its
momentum is. Similarly, if the momentum is certain, the position is uncertain.
This trade-off is called Heisenberg’s uncertainty principle, and looks like
this:
h̄
∆x∆p =
(2)
2
where ∆x and ∆p are how uncertain we are about the position and momentum
of the particle, respectively. Note that the constant on the right hand side is
h̄ = h/2π ≈ 1.0545718 × 10−34 m2 kg/s, a fantastically small constant. It’s no
wonder that, in day-to-day life, you feel like you can answer both where you
are and how fast you’re running with very little uncertainty in each; only at the
scales of particles does this question truly matter.
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Figure 9: A wavepacket, a state which has some uncertainty in both position
and momentum. (credit: Wikipedia)

3.2

Quantized Energies

Suppose you were like Niels Bohr, pondering a question back in the day. Everyone knew that a hydrogen atom was composed of an electron and proton, whose
opposing charges cause the electron to orbit around the proton. For the most
part, it kind of seemed like this was the case. However, some weird questions
remained:
• Why doesn’t the electron spiral into the proton at a really fast rate?
Throughout history, people’s physical theories have suggested that the
universe should decay within mere microseconds, but those people are
invariably wrong because they exist.
• When heated up, hydrogen only emits certain colors of light. This seems
to suggest that the electron can only have certain energies. In other words,
hydrogen’s energies seem quantized (the word that gives quantum mechanics its name).
Believe it or not, quantum mechanics actually has an answer for this. Consider a particle free to go about its merry way with nothing in its path (Figure
11).
This particle can take on any wavelength it pleases. It’s not restricted to act
any which way or another. However, suppose we were to put the particle in a
box.
If we know that the particle isn’t outside of the box, then the wavefunction
has to go away at the sides of the box. Therefore, there are only certain kinds
of wavefunctions which are allowed to be in the box:
Since the wavelength is very closely related to the energy, we immediately
that the particle is only allowed to have certain energies. Furthermore, since
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Figure 10: Some of the energy levels of the hydrogen atom. The energy levels
are often given fancy names, such as Lyman, Balmer, Paschen, and Brackett.
(credit: Brant Carlson)

Figure 11: One wavefunction of a free particle, which is allowed to have any
momentum. (credit: The Open University, PHYS 10.4)
it’s wavelength can’t be longer than the box, it can’t have an energy of zero. It
has a lowest energy, a so-called ground state.
While there is some nuance to this analogy, hydrogen essentially works the
same way. If an electron is bound to a proton in hydrogen, it is basically in a
box. It has a minimum energy, hence it cannot spiral closer into the proton,
and it also has quantized energies that it can be at (which look like −1, −1/4,
−1/9, etc.), hence the spectrum.
However, we should really clear up a common misconception. Energies are
only quantized if the state is bound. If the particle has enough energy to not
get trapped anywhere, then it will have a continuous spectrum of energies.
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Figure 12: Some allowed wavefunctions of the particle in a box. Note that the
wavefunction has to go to zero at the edges of the box. (credit: Hyper Physics,
Georgia State University)

3.3

Tunneling

If you put a particle in a classical box, it can’t get out. There are no ifs, ands,
and buts. If it doesn’t have enough energy, no cigar.
However, as with every other fundamental tenant of reality that you likely
hold dear, quantum mechanics fundamentally challenges this notion. In quantum mechanics, if the energy barrier holding a particle in is not infinite, it can
always get out. This is called quantum tunneling.
Theoretically, then, you, as a person made out of atoms, should be able to
walk through a wall. However, you would have to try to walk through the wall
37
about 1010 times to do so (this is the kind of stuff you do for homework in
physics). That’s a lot, so don’t bank on quantum tunneling to get you out of a
bind unless you’re willing to be there for a really long time.

3.4

Spin

Classically, charged, rotating objects passing through a magnetic field will get
deflected by the field based off of how fast they are spinning. In your day-to-day
lives, you can take any object and spin it at any continuous rate that you want.
However, such is not the case with particles.
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Figure 13: Quantum tunneling is not only important in physics but also chemistry. This figure shows the sequential tunneling behavior of oxalic acid observed
by researchers in Germany [SWR+ 15].
Particles, in this sense, can also have spins, but the picture is considerably
more strange. However, the particle does not literally spin. Turns out that when
you mix relativity and quantum mechanics, you suddenly get this quantity that
behaves a lot like a spinning object, except nothing is actually spinning. If you
turn a square 90◦ , it will look the same. If you turn a circle any number of
degrees, it will look the same. If you turn a normal object 360◦ , then the object
would, naı̈vely, look the same. However, for a spin, it turns out that you can
get into situations where you have to turn the spin at least, say, 720◦ (two full
rotations) to get back to the same spot! Clearly, we’re dealing with a totally
different beast.
In 1922, Otto Stern and Walter Gerlach demonstrated that, when you send
a stream of electrons through a magnetic field, the electrons divide into two
beams. This is pretty strange, since, if electrons could spin at any rate, they
should smear out in the magnetic field, not divide into two sharply defined
beams. We realize that electrons cannot spin at any old rate: they can either
spin “up” or “down” (electrons are “spin-1/2”):
Moreover, this behavior occurs no matter which way you orient the magnetic
field. Whichever way you decide to point it, the electrons will split into beams
perpendicular to that.
When you spin around at a different rate, you are still the same person
with the same identity. However, what the spin of a particle is allowed to be
is inherent to the identity of the particle. For example, protons (composed of
two up quarks and a down quark) can also only have two spin states, just like
electrons. However, ∆+ , which are also composed of two up quarks and a down
quark, can take on four different values, not two (they are “spin-3/2”), so they
behave very differently.
13

Figure 14: The two possible spin states of an electron. Figure found on Stack
Overflow.
It turns out that particles with half-integer spins like 1/2, 3/2, 5/2, etc. cannot occupy the same states as each other. These particles are called fermions,
and this behavior (called the Pauli exclusion principle) is the reason why
chemistry works and why electrons don’t all occupy the same shell. In fact,
the corpses of dead stars, so-called “white dwarfs” and “neutron stars,” don’t
collapse solely because electrons and neutrons can’t be in the same state as each
other. In contrast, particles with full-integer spins like 0, 1, 2, 3, etc. are called
bosons and can all be in the same exact state (since photons are bosons, this
is how lasers work).

3.5

Entanglement

Let’s consider a very basic classical situation. Suppose Erwin and Werner went
to the store to buy some gloves for the winter. Unfortunately, they were both
strapped for cash (the financial climate was very uncertain), so they would only
afford one pair, consisting of a left glove and a right glove.
To make things fair in deciding who gets which glove, Erwin and Werner
get two identical boxes and put one glove in each. They then shuffle around
the boxes until they have lost track of them, and then they go home with their
boxes.
When Werner goes home, he opens the box and finds that he has the right
glove. He then deduces, very rationally, that Erwin has the left glove. So, in a
way, you can say that it really appears like Werner has “looked at” which glove
Erwin had, even though he was nowhere near in the right place to do so. In fact,
if they were far enough away, light wouldn’t even have had time to get from
the left glove to Werner, so there would have been no possible way he could
have looked at it. Yet he was able to figure out which glove Erwin had from a
“seemingly unrelated” measurement that he did.
This example sounds pretty trivial, the kind of question that prodigious
three-year-olds with object permanence could answer. The same kind of thing
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can happen in quantum mechanics as well, but the case is much weirder. We can
get into situations exactly like this. For example, if we get a spin-less particle
that decays into two other particles, we know that their spins have to cancel
out. If you measure one of the particles to be spin up, you instantly know that
the other one must be spin down. The particles are entangled.
Thus, if Erwin and Werner decided instead to spend their money on spins
(something they probably realistically were more likely to do) and Werner took
his spin to Mars, Erwin would still be able to measure his own spin, but would
miraculously have measured the Werner’s spin! Light takes at least three minutes to get from Mars to the Earth, but somehow Erwin is still able to measure
it instantaneously, which is crazy!
Now, of course, your intuition tells you that this isn’t really crazy! It’s just
like the situation with the gloves. Erwin and Werner didn’t know which glove
was which when they exchanged particles, but certainly the gloves didn’t care
if the two gentlemen knew or not; the gloves themselves certainly knew. In
the same way, you might suspect that the two spins Werner and Erwin split
up amongst each other already knew what they were going to be. This basic
assumption, that the particles are something, whether or not we measure them,
is called realism. If the particles are only allowed to talk to each other until
the point where they split up, that’s called locality; they’re not allowed to talk
after that.

Figure 15: Scientists have even conducted a test of Bell’s inequality using
photons from far apart stars (whose light cannot influence each other on the
timescale of hundreds of years) [HFR+ 17]. Scientists plan on pushing this limit
even further by testing Bell’s inequality with light from distant quasars.
However, from these two assumptions of realism and locality, you can derive
a mathematical statement called a Bell inequality. Roughly, it will say that
some quantity you can measure called Q must be less than some number,
say
√
2. However, we can go into the lab and measure that number to be 2 2, in line
with the predictions of quantum mechanics but totally crazy. So really, we’re
left with one of two (three?) possibilities:
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1. Realism is wrong. The particles don’t actually know what they’re going
to be aheda of time.
2. Locality is wrong. Things can actually talk to each other faster than the
speed of light.
3. The elephant in the room, something which the vast majority of physicists
reject: superdeterminism, that we as people do not have the free will to
choose which experiments we do.
All of these are crazy. No. 3 seems out of the question, no. 2 seems to break
Einstein’s theory of relativity, and no. 1 just breaks your brain.

4

Quantum Computation

Quantum computation (and, more generally, quantum information) often
makes the news, and ill-equipped journalists are often assigned to deal with it.
But why do we actually care about, aside from the hand-waving about being in
two different states at once or whatever?

4.1

RSA

Suppose you wanted to send a message to someone else, a sensitive financial
transaction, perhaps. If you are clever, like Rivest, Shamir, and Adleman were,
you would take two really really large prime numbers and multiply them together.
Okay, that sounds weird, but let me explain. When you do this, you will
get a number that can only be really factorized in one interesting way. You
can then send this number to people to encode their messages so that they can
send them to you without anyone looking. You can design your code in such a
way that, in order to read the encoded messages, you would have to know what
prime numbers were multiplied together to begin with.
This whole scheme depends very strongly on the following assumption: it’s
really easy to multiply two big numbers together, but it’s really, really, really,
really hard to factorize a large number (we’re talking hundreds of digits long).
This scheme is called RSA.
The slightly inconvenient thing is, nobody has ever been able to prove that
it isn’t easy to factor a large number. It could be the case that nobody has been
smart enough to write an algorithm which could do so. However, many brilliant
minds have tried, so we’re pretty sure it’s impossible.
However, with quantum computation, it’s possible in theory to solve this
kind of problem really quickly. Peter Shor famously constructed Shor’s algorithm, which, were we able to construct a quantum computer powerful enough
to run it, we would be able to break RSA. To reiterate, we would be able to
break into the communications of every bank in the world. Physicists are notoriously cash-strapped, so you can see why they would be interested in this kind
of problem.
16

4.2

What’s the difference?

Oftentimes, quantum computation enters the news as some inevitable continuation of Moore’s law, leveraging some of the weirdest concepts in physics. The
misconception is twofold: first, it’s really looking like quantum computing will
be a kind of special tool which doesn’t necessarily help speed up most computations. It isn’t really clear, for example, that your iPhone would run any faster
if it had a quantum computing processor.
The second misconception is that this is one of the weirdest concepts in
physics. This is false. Physics gets way weirder than this.
In quantum mechanics, probability is conserved. That is to say, if you wanted
to know where an electron was, it has to be somewhere. This simple statement
leads to a concept called unitarity. Importantly, things with this property
should be able to be reversed in time.
Normal, classical computers operate by putting information, in the form of
0s and 1s (bits), through gates, which take in a number of bits and returns
another bit depending on what bits went in. For example, the AND gate takes
in two bits and only returns a 1 if both the first bit and the second bit are also
1. Similarly, the OR gate takes in two bits and will return a 1 if either the first
or the second bit are 1, or else it will return a 0. Finally, the NOT gate takes in
a single bit and reverses it: it changes 0s to 1s and 1s to 0s.
If you were told that (A AND B) is 0, where A and B are some bits, you
wouldn’t be able to figure out what A and B were, individually. For example,
you could have gotten this outcome if A were a 1 and B a 0, or B were a 1 and
A a 0, or both were 0. There’s just no way to tell. In a similar way, you can’t
reverse OR, but you can reverse NOT. Since quantum computers obey unitarity,
you cannot do AND or OR gates on a quantum computer. However, NOT gates are
fair game, and a number of different, unitary quantum gates have been invented
(e.g., the CNOT, SWAP, Phase, etc.).
This may seem like a limitation, but quantum gates have much more freedom
than classical gates, in a sense. Fundamentally, classical gates are limited in that
the only state that a bit can be in is 0 and 1. However, quantum bits, or qubits,
can be in both 0 and 1 with any weighting between the two, together with a
relative phase (another number needed to describe the system). Therefore, not
only is it√possible to do a NOT gate with a quantum computer, it’s also possible
to do a NOT gate, which goes half-way between doing nothing and doing a
NOT (in fact, there are an infinite number of ways to do this). You could do any
amount of a NOT gate of any kind, and compose gates as you please. In quantum
information, gates are rotations.
While there is a lot of potential in quantum computation, a dominating
problem in the field is interaction with the environment, which destroys the
quantum behavior of your system (called decoherence). When you have a
normal computer, you can do all sorts of things to hedge against the computer
being messed with by things you don’t want. However, quantum computers stop
acting in an advantageous way when the information is observed, even if it’s by
something that’s not a person (i.e. noise). Practically speaking, this means you
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Figure 16: A certain quantum sequence shown as rotations on a Bloch sphere
[CKE+ 14]. Each point on the Bloch sphere represents a state. The top-most
point of the sphere represents spin up and the bottom represents spin down.
Other states on the sphere are superpositions of spin up and spin down.
have to try to perform manipulations on single atoms or microscopic circuits
without disturbing them, which is very difficult. In recent years, people have
put extensive effort into realizing something called quantum error correction,
which theoretically should be able to resist decoherence by redundantly encoding
information.

4.3

Superconducting Qubits

One active field of quantum information research works with quantum computers which use superconducting qubits. Superconducting qubits are circuits
which include a capacitor (which stores charge) and a kind of nonlinear inductor (which “stores” current) called a Josephson junction, which works via
quantum tunneling. In this kind of circuit, you can imagine the energy sloshing
back and forth between the capacitor and Josephson junction. Despite being
much larger than an atom, a superconducting qubit still exhibits quantum behavior, where you can have the circuit in superpositions where the energy is in
one circuit component or the other. The computer can be “talked to” by using
microwave-frequency magnetic fields.
Whenever you hear about an industrial company working on quantum information, they are almost always working on superconducting qubits (think
Google, IBM2 , and Rigetti), and academic interest has been relentless. Despite
the optimism, superconducting qubits need to be kept in large freezers reaching
down to thousandths of a degree above absolute zero and have lifetimes of only
a few tens of thousandths of a second long.
2 IBM actually allows you to use their superconducting qubit quantum computers online,
free-of-charge: http://quantumexperience.ng.bluemix.net/qx/experience
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Figure 17: A micrograph of one particular superconducting qubit achitecture
[KBF+ 15].

4.4

Trapped Ions

Another large body of research in quantum information concerns trapped ions,
which are atoms which are charged on account of an electron which has been
removed. These charged ions can then be held in place by an electromagnetic
field and operated on with lasers. In this case, the qubit is made up of valence
electronic states in the ion. Such ion traps can actually be kept at room temperature and can have exceedingly long lifetimes. The ions can “talk” to each other
by shaking back and forth in the ion trap at such low energies that quantum
behavior in the vibrations is present.
Despite a few advantages that trapped ions have, it is an open question
about how to scale them up; usually, superconducting qubits are thought of as
better in this regard. Notably, some groups have toyed around with the idea of
guiding trapped ions through architectures which allow you to “store” qubits
that are not in use, although, clearly, there is a lot of work to be done.

4.5

Rydberg Atoms

Rydberg atoms are neutral atoms whose electrons are raised to very high
energy states (for example, n = 137). In these atoms, the electron is such high
energy that the atom is effectively a micrometer wide (this is larger than many
viruses!). While Rydberg atoms can’t be trapped in electromagnetic fields in the
same way that trapped ions can, they can be picked up with “optical tweezers”
(which got the Nobel Prize in Physics in 2018) and placed into “optical lattices.”
Rydberg atoms interact in curious ways. For example, if two atoms are too close
together, they cannot both be in a Rydberg state. The properties of Rydberg
atoms make them a very interesting field of study in quantum information today.
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Figure 18: A picture of a strontium atom suspended in a trap. Despite being
microscopic, careful photography is able to capture the luminescence coming off
of the atom, which is excited by a laser.
While we have (very) briefly summarized a few points of focus in the field
today, we have by no means exhausted the pool of interesting topics in the
field. People have considered many other platforms for quantum computation
(e.g. nuclear magnetic resonance, solid-state defects, quantum dots, etc.), and
theorists run away with it.

5

Interpretations

All of this stuff is great and all, but, despite all we know about quantum mechanics, one important question looms large: why? People have interpreted
what quantum mechanics “means” in physically different, but mathematically,
equivalent ways. In this section, we summarize three of the most widespread
and well-known interpretations of quantum mechanics.

5.1

The Copenhagen Interpretation

One of the original interpretations of quantum mechanics, the Copenhagen
interpretation (pushed strongly by physicist Niels Bohr in the early twentieth
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Figure 19: A representation of a Rydberg state electronic orbital (n = 12).
(credit: Wikipedia)
century) states that objects do not decide on what their properties are until they
are “measured,” and that it is impossible to make certain predictions. This is,
admittedly, a very minimalist interpretation, but fits in line with the paradigm
that one should attempt to perform as little “reading into it” as possible and
trust the math, which seems to give all the right answers.
Copenhagen has often caught the ire of many critics, mainly because it
doesn’t actually shed too much physical insight on what’s going on and also
because it is very vague about defining what exactly constitutes a “measurement.” If my dog looks at an atom but I, as a human, don’t, has the atom really
been measured? Does it require something to be alive? Ultimately, Copenhagen
brushes these questions under the rug.

5.2

Many-Worlds Interpretation

Formulated by Hugh Everett in 1957, the Many-Worlds Interpretation is
often misrepresented as predicting a bunch of parallel universes. The statement
is more nuanced than that.
In a quantum computer, you can entangle two particles together. When do
you so, however, it looks like one of the particles has measured the other one,
even though you haven’t measured the system, and the system is still behaving
quantum mechanically. In Many-Worlds, to measure something, you entangle
yourself with it. For example, if you measure an electron to be spin up, the
atoms in your brain will react in a different way than if you had measured it
spin down. You might tell your friend that you saw a spin up electron, which is
different than what you would have told him or her if you had measured it spin
down. What happens to your atoms depends on the state of the spin. Critically,
if some alien has somehow never come in contact with the Earth in any way and
has not measured either you or the spin since you measured it, the alien would
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think that you are entangled to the spin.
If you zoom out far enough, you can imagine the entire universe as a single,
gigantic wavefunction that constantly evolves, staying a massive superposition of
every state of the universe that could have progressed from individual quantum
dice-rolls. A further statement of Many-Worlds is that, whenever a quantum decision is made, the universe splits up into parallel universes where each outcome
of the decision is realized in each. However, Many-Worlds is often regarded as
failing to specify what consistutes a quantum decision, since it is possible in
quantum mechanics to “kind of,” but not fully, measure something.

5.3

Bohmian Mechanics

Bohmian mechanics, or “pilot-wave theory,” is an equivalent formulation of
quantum mechanics which arose as an objection to the lack of realism in quantum mechanics. In Bohmian mechanics, particles have positions and momenta
regardless of whether or not you measure them or know what they are. Bohmian
mechanics considers a configuration of particles together which a strange object
called a “pilot-wave,” which interacts with particles and their trajectories.
Notably, because Bohmian mechanics keeps realism, it must reject locality by
Bell’s theorem. Therefore, in Bohmian mechanics, there are certain quantities,
called hidden variables, that, together with knowledge of everything else in
the universe, would be able to tell you exactly how the universe would evolve.
However, in order to avoid paradoxes, it is imperative that it not be possible,
even theoretically, to know these numbers. Hence, they are hidden.
While Bohmian mechanics has its supporters, it is often criticized as trying
to salvage the dying ideal of realism via hidden variables, numbers which, by
design, nobody could ever know and, thus, squarely outside the realm of our
interest. It also gains detractors from its need to reject locality, which is regarded
as a fundamental tenant of relativity.

6

Further Reading

If you are looking for a casual introduction to the actual theory of quantum mechanics, we recommend Leonard Susskind’s Theoretical Minimum: Introduction
to Quantum Mechanics 3 , which is both a lecture series and a book (with George
Hrabovsky). This reading is a fairly casual, but still mathematical, description
of quantum mechanics. You might also want to consult the Feynman lectures.
The late physicist Richard Feynman is known to communicate complex ideas
in his characteristic, intuitive style4 . Feynman has been lauded ad nauseum for
his ability to explain and visualize even the most complicated topics in very
easy-to-understand ways.
If this still does not satisfy you, you may consider the Introduction to Quantum Mechanics textbook of David J. Griffiths, which is par for the course for
3 http://theoreticalminimum.com/courses/quantum-mechanics/2012/winter/lecture-1
4 One

of many such lectures is here:

5
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introductory quantum mechanics classes. Alternatively, you might consider
Eyvind Wichmann’s Quantum Physics, which was written for the Berkeley
Physics Course series, though it may be a bit dated.
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